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Developing the EdSteps Continuum

EdSteps Project Overview and Goals

EdSteps seeks to create an online resource for teaching and assessing student performance on key skills and competencies
using authentic student work. By creating scales of student work demonstrating competencies and abilities across all ages
and content areas, EdSteps seeks to make available to the public the broadest possible spectrum of performance outcomes
from early childhood to adult professional.

EdSteps is based on the simple premise that student work is powerful. Evaluation of authentic performance outcomes—
work created in the classroom, at home, or in outside programs—is one of the best ways of understanding a student’s
progress and determining an individualized path to improvement.

The EdSteps project will employ the public to create continuums for judging student work ranging from novice to expert.
Continuum will be developed in multiple skill and learning areas, including Writing, Global Competence, Problem
Solving, Analyzing Information and Creativity.

The purpose of this document is to describe the methodology that will be used to create the EdSteps continuum in
multiple content/skill areas. Following a brief introduction to the paired comparison approach, we provide a description
of the paired comparison method including the history and the underlying mathematical model. The next section of the
document provides an operational description of the methodology and an example of how it might be applied to the
development of a continuum for Writing. The document concludes with a discussion of Metrics for Success and
References.

Paired Comparison Method Introduction

The EdSteps scaling will employ a paired comparison approach. We will collect many thousands of pieces of actual
student work in each EdSteps content/skill area from students and teachers across the United States (and internationally).
After collecting the student work, judges (including teachers, students aged eighteen and older and other constituencies)
will be asked to evaluate the student work in pairs, indicating whether the first or second piece of student work is, for
example, a more effective piece of writing or whether the two pieces are equally effective. The results of the paired
comparison will be statistically analyzed using Rasch analysis to place all of the student work on a continuum from novice
to expert. We use the term “paired comparison method” to describe this approach.

As implemented for EdSteps, several judges will compare each pair of student work samples and decide whether it has
more, less or about the same amount of the attribute of interest (e.g., effectiveness). More than 100 judgments will be
made for each pair of student work samples. Simply put, the object that is judged the “more effective” —the one judged to
have more of the attribute most often—is assumed to be higher on the scale than the “less effective.” And, the difference
in the number of times the piece of work is judged “more effective” helps determine how far apart the two pieces of
student work are on the attribute (continuum).

For EdSteps, samples of student work will be solicited from all grade levels in order to capture the full range of student
work from novice to expert. These samples will then be paired such that each piece of student work appears in more than
one pair (to allow linking of the results). Each pair will then be judged by 100 or more judges who will judge which piece
of student work they feel is more effective. This process is described in more detail below.



Description of the Paired Comparison Scaling Method

As humans we often make comparisons between two “things” (e.g., stimuli, objects, student work) to decide which
“thing” is preferable. This pairwise discrimination process is one of the most fundamental types of judgments we make.
It provides the basis for us to place these “things” in ordered categories and forms the basis of our more sophisticated
judgments along a continuum or hierarchy. Whether comparing pairs of wines in a taste test or choosing between two
different brands of cars, we are making paired comparisons.

The approach used to evaluate student work for EdSteps follows the same basic principle. Two pieces of student work
can be judged to determine which one has more of the attribute(s) of interest (e.g., effectiveness, persuasiveness).

The paired comparison approach allows us to construct a meaningful continuum ranging from novice to expert and
simultaneously allows us to locate each piece of student work on that continuum. So, we will be able to determine where
each piece of student work falls on the continuum and compare the qualities of work at different locations on the
continuum.

The principal advantage of this approach over the use of other scaling methods (e.g., rating scales) is that the expert
judges are making comparative judgments, not absolute judgments (Raikes, Scorey and Shiell (2008). Absolute
judgments are abstract and very difficult to make. Comparative judgments are concrete, comparing one thing directly to
another, making them easier to render. Moreover, it can be argued that all judgments are inherently comparative (relative
to something else) and that absolute judgment does not really exist.

Literature review /history

From a statistical perspective, this is an analysis of categorical measurements resulting from pairwise comparisons of
treatments. While a complete review of scaling methods is beyond the scope of this document, it is useful to examine
some of the technical literature focusing on paired comparisons. The comparison of two “things” is among the most basic
judgment processes and serves as the building block of much of the later work in scaling.

The paired comparison approach traces its roots back to the pioneering working of Thurstone (1927) and later Guillford
(1936). Much of this earlier work examined physical phenomena such as comparing the brightness of pairs of light bulbs,
but was later applied to judgments of non-physical (psychological) phenomena.

The Bradley-Terry model (1952) introduced the use of a log linear logit model to represent the paired comparisons within
incomplete block designs to provide more accurate scaling, particularly under conditions where not all possible paired
comparisons were available. Based on the work of George Rasch and its later articulation by Ben Wright, David Andrich
(1978) and Michael Linacre (1992) introduced the use of Rasch estimation to further extend the paired comparison
approach.

With large numbers of student work samples to evaluate, judging all possible pairs quickly becomes impractical. For
example, if all possible pairs were to be examined with 5 pieces of work, the number of comparisons to be made would be
10. With 10 pieces of work to be compared, the number of comparisons would be 45, and with 100 pieces of work, the
number rises to 4,800 possible comparisons.

However, with modern scaling methods, we can capture the benefits of paired comparisons without the need to examine
all possible pairs. As long as there is overlap across the rankings made by different judges, we need not look at all
possible pairs. A coherent picture can be created based on an examination of as few as 20-25% of the possible pairs.

By allowing each piece of student work to appear in more than one pair (in a carefully articulated linking design) these
scaling methods allow us to place all the work on a common rank order scale. In its simplest form, looking at 4 pieces of
work (A,B,C,D), we not only compare A and B and C and D, we also compare B and C and A and D. This allows us to
understand the relationships among all four pieces of work.



Through the combined rank orderings and location on an interval scale of the student work across the matrix of pairs
(across many judges), the overall rank order of all of the student work can be determined, and the work can be placed on
an equal interval scale. Even though all the judges will rarely agree completely, the overall pattern of judgments yields a
rank ordering of all of the student work examined with respect to the amount of the attribute being judged (e.g., the rank
ordering of writing samples in terms of effectiveness.)

In its simplest form, this can be represented mathematically as follows:
Log (Pun/Pin) = Ba-Bum

Where P,, is the probability that n is ranked higher than m, and P, is the probability that m is ranked higher than n, and P
mn TP nm=1. B, is the measure of student work sample n, and B, is the measure of student work sample m. B,-B,, reflects
the distance between the two student pieces of work, which is informed by the number of times one response is deemed
the “winner” in a paired comparison. .

The actual computational equations are somewhat more complex. They take into account the additional constraints
associated with the multiple paired comparisons, the polytomous data, and the work not necessarily being compared
independently. These equations are described by Wright and Masters for the Rasch Rating Scale Model and are discussed
in relation to paired comparisons by Linacre (1992).

In short, the Rasch modeling of the paired comparisons facilitates the placement of each piece of student work on an
underlying continuum that represents the amount of the attribute of interest (the latent variable) marked out in logits with
the origin (arbitrarily) set at the mean of level of the attribute. Student artifacts are placed on this relative scale, without a
need to be concerned about the particular numerical ratings used for comparison, the number of judges rating each pair, or
the number of pieces of student work.

Rasch measurement will also allow the calculation of the amount of measurement error associated with each to permit an
assessment of the precision of the measurement. Moreover, the Rasch analyses allow the calculation of fit statistics to
evaluate the consistency with which judges have assigned the performance level of the examinee (by looking at the
consistency of the paired comparison results across all judges); student work that yields unusual response patterns (poor
fit statistics) can be removed in order to improve the accuracy of the scaling.

While a paired comparison approach has not been widely applied as a scaling method for judging student school work, it
has been successfully applied on a limited basis in other areas. For example, Raikes, Scorey and Shiell (2008) examined a
Rasch based paired comparison approach to the scaling of student writing samples for the Cambridge GCE assessment in
Biology. Paired comparisons of written student responses from judges were used to scale the assessment and place two
forms of the assessment on a common scale (to equate them ). The paired comparisons were analyzed using Rasch
analysis (Facets; Linacre, 2008).

Advantages of the Paired Comparison Approach
There are several advantages to using a paired comparison approach to create a scale of student work.

1. Paired comparisons are made without making any a priori assumptions about the scale that might bias judges in
their ratings.

2. Judging two pieces of student work requires a concrete, relative comparison and avoids abstract, absolute ratings.

3. Making paired comparisons relies on the most fundamental level of judgment: dichotomous comparison. This is
arguably easier and more understandable to judges than making complex judgments on a labeled scale with
several scale points.

4. Using Rasch analysis of the paired comparisons allows the creation of a scale that is largely independent of the
specific population studied, the specific student samples examined and the judges involved.

5. The derivation of the scale based on direct comparisons of student work allows actual student work to be located
on the scale, facilitating more meaningful, concrete interpretations about the range of student performance and
what constitutes novice and expert performance.



Operational Description of the Methodology for Writing

While the methodology will be tailored to fit the specific needs of each of the six content/skill areas, the fundamental
approach can be understood by examining the process that will be used for Writing. We will take the following steps to
develop the scale for Writing.

Collect Writing Samples

We will collect samples of student writing in grades K-12 and post-secondary settings and from across the United States
and internationally. CCSSO will broadly issue a call for work through state departments of education, professional
associations, opinion leaders and international partners. An EdSteps website, based on the Epsilen™ collaborative
education platform, has been created to provide information about the project, to facilitate the collection of samples of
student work and to allow judges to rate that work. Students and teachers will be able to submit writing samples through
the website as well as off-line; students will submit writing independently and teachers will submit writing for groups of
students.

The EdSteps project will collect examples of student writing in a range of content areas including English/Language Arts,
Science, Mathematics, Social Studies and the Arts. We will collect work written for a range of purposes including
persuasive, narrative, and informative writing. Several thousand pieces of work will be collected from students and
teachers at all grade levels, K-12 as well as from higher education and other experts.

Create Pairs for Comparison

Once all the writing samples have been collected, we will select a subset of the collected writing samples reflecting the
range of subject areas, purposes and grade levels. This will allow us to reduce the number of samples that need to be
evaluated to a manageable number for judges to rate. We anticipate selecting about 1,000 pieces of writing for rating,
based on the selection rules below.

The (approximately (1,000) writing samples will be paired together. Not all possible pairs will be created (or are needed)
for rating; all possible pairs is both impractical and unnecessary for scaling (see above).

The mathematical tool we are using (i.e., Rasch modeling) allows us to infer the results of all of the possible pairings,
while only evaluating about 25-30% (125,000-150,000) of the possible pairs of student work. By properly “linking” the
student work samples in pairs, we only need to examine a subset to understand the full set of paired relationships. Here
are the rules for creating the” linked” pairs:

1. Each sample of student work will appear in at least two different pairs.

2. Samples will be paired based on 3 primary category memberships: purpose, grade and subject).

3. Create same category pairs: Randomly select two samples and treat them as a pair; repeat until each sample has been
used in at least two pairs (about 10%).

4. Create adjacent category pairs: Randomly select responses, one for each category and treat them as a pair; repeat
until each response is used in at least two pairs (about10%).

5. We will also form a small set of pairs that pair randomly selected student work samples selected to provide additional
Aseamgthdo to theé%).inking design

Here is a simplified illustration of the design showing how the pairing would work for a hypothetical situation involving

two grade levels and 5 student samples at each grade level. (The same principles apply, but in a more complex way to the
complete set of categories that need to be taken into consideration in creating the actual EdSteps project pairs.). Note that
for larger numbers of student work samples, not all of the pairings would be defined as we see in this simplified example.



Simplified Pairing Design lllustration
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Collect Paired Judgments

Teachers, students and others will be asked to review the writing sample pairs online through the EdSteps website. Each
judge will be asked to indicate for each pair of samples presented, which of the two samples of writing is most effective.
Each judge will indicate whether the first sample presented is more effective, the second sample is more effective or if
they are equally effective.

Each judge will be asked to review a minimum of 10 pairs. The samples will be organized into sets of 10; each set of 10
pairs will contain 3 pairs that appear in another packet to better facilitate evaluation of the paired comparisons and the
judges making those comparisons. We are targeting 100+ judgments for each pair of writing samples examined.

Analyze Paired Comparison Data

The paired comparison judgments will be analyzed using a Rasch rating scale approach (FACETS). We will examine
overall model fit as well as individual judge fit and student artifact fit. Any judges or pieces of student work that do not
accurately fit the model will be eliminated from further analysis. The student writing samples will then be scaled from
novice to expert, initially with the mean effectiveness set at “0”and the standard deviation of the effectiveness ratings set
at “1”. The resulting reliability, separation, distribution, and other technical characteristics (e.g., dimensionality) will be
examined. These analyses will form the basis for creating the EdSteps continuum.

Create Continuum

Based on the analysis of the paired comparisons, we will create a meaningful continuum with an appropriate range of
values from novice to expert. While the actual range will be determined based on the results of the analyses, we anticipate
that the scale will have between 10 and 25 points representing various levels of writing effectiveness.

In order to provide meaning to the continuum, key points on the continuum will be identified by one or more pieces of
work at that point; actual student work at each of these key points on the continuum will be used to “anchor” the scale. To
further assist in interpreting and understanding the range of student writing from novice to expert, CCSSO expects to
work with educators to obtain systematic judgments to establish levels of proficiency and expectations for students at
various points in their academic career.



Metrics for Success

How will we know if we are successful? The approach can be seen as successful to the extent it meets the following
criteria:

e Technically Sound- The results should conform to field accepted psychometric standards.
e Aligned With Expectations- The placement of student work on the scale should conform to educator and lay

expectations for novice to expert performance.
e Instructionally Useful- The scale should be easy to understand and be perceived as valuable for instruction and

assessment.
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